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Outline

The Problem
ÉExtreme scalability required for delivered petaFLOP/s in 

2011
ÉItôs the simulation environment, not the computeré 
ÉReliability and power are key issues
ÉCan commodity networks & Linux scale?
ÉMulti-physics codes have multiple distinctly different 

algorithms requiring flexible scaling approach

The Promise
ÉPredictive scientific 

simulation of complex 
physical phenomena
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ASC advanced platforms targeted at 
long range solutions to critical issues

Compute Chip

2 processors

2.8/5.6 GF/s

4 MiB* eDRAM

System

64 cabinets

65,536 nodes

(131,072 CPUs)

(32x32x64)

180/360 TF/s

16 TiB*

1.2 MW

2,500 sq.ft.

MTBF 6.16 Days

~11mm

(compare this with a 1988 

Cray YMP/8 at 2.7 GF/s)

* http://physics.nist.gov/cuu/Units/binary.html

Compute Card

I/O Card

FRU (field 

replaceable unit)

25mmx32mm

2 nodes (4 CPUs)

(2x1x1)

2.8/5.6 GF/s

256/512 MiB* DDR

15 W

Node Card

16 compute cards

0-2 I/O cards

32 nodes

(64 CPUs)

(4x4x2)

90/180 GF/s

8 GiB* DDR

Cabinet

2 midplanes

1024 nodes

(2,048 CPUs)

(8x8x16)

2.9/5.7 TF/s

256 GiB* DDR

15-20 kW

BlueGene/L addresses the five challenges 
facing ASC platforms
ÉPower and cooling
ÉFloor space
ÉCost of systems
ÉInterconnect
ÉDistance to memory

ÂSingle node performance
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LLNL Secure Computing Facility Simulation 

Environment is Integrated with Lustre

533 TF/s Integrated simulation 
environment includes BG/L, 

Compute & Vis Clusters, Serial 
Capacity & Archive components.  

Purple is a separate GPFS.
All 4.75 PB, 182 GB/s storage 

based on DDN
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clients

Object Storage

System (OSS)

Metadata

Servers (MDS)

System & Parallel

File I/O

File locking

Directory Operations, 

Metadata &

Concurrency

Recovery
File status
File creation

1000ôs 10ôs

10,000

Lustre distributed file system allows sharing 
of data, not block devices

Clients need not be on a 

single node nor even on a 

single cluster

LNet over

Routable Protocols
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Peloton 4xSocket Dual Core Opteron SU System 
Architecture for 144 nodes, 5.53 TF/s peak

System Parameters
Å38.4 GF/s quad socket F 2.4 GHz dual core AMD (95W) SMP nodes with 16.0 GB, 

42.7 GB/s DDR2/667 SDRAM (memory B:F=0.42, BW B:F=1.11)

Å<3 ms, 4 GB/s MPI latency and Bandwidth and 12.3M msgs/s over IBA 4x DDR 

(B:F=0.10)

ÅSupport 800 MB/s transfers to Archive over Jumbo Frame 10Gb-Enet and IBA links 

from Login node.

ÅNo local disk. Remote boot and SRP target for root and swap partitions on RAID5 

device for improved RAS

ÅIO Bandwidth through GW of 2.5 GB/s (B:F=0.00005) delivered parallel I/O 

performance

S

S S

S S

S S

S

QsNet Elan3, 100BaseT Control

138 4Socket Dual Core Compute Nodes (1,104 CPUs)

1 Remote Partition 
Server with

2x1 GbE

1 Login/
Service/
Master

University Supplied
Object Storage Systems

10GbE attached
100 TB and 2.5 GB/s

100BaseT Management

4 Gateway nodes 
@ 0.625 GB/s 
delivered I/O 

over 1x10GbE

144 Port IBA 4x
Uplinks to

spine switch

University 
supplied MetaData

MD MD
é

GW GW GW GW

288 Port (144D144U) Infiniband 4x

University Supplied 1/10 GbEnet Federated Switch

It takes an ecosystem 
to build a world class 
Linux Scalable Unit!

LLNL and Appro have deployed 20 SU (133 
TF/s) into 4 clusters, 2 (4SU+6SU) for ASC 
on SCF and 2 (8SU+2SU) for M&IC on OCF!



BlueGene/L is an exceptionally stable 
machine
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Livermore BG/L HW MTBAF
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Average is 15.4 BG/L Est 6.6

This observed BG/L System MTBF requires a node MTBF of 2,765 years!
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How is this possible?  KISS!
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BGL Node 1 PCB, 2 ASIC, 6 connectors, 36 memory parts

Atlas cluster has 3 day 
MTBF and 1,152 nodes Č
MTBF of this node is 9.5 
years and is 300x too low 
for petascale... 
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BlueGene/Lcompelling path to petaFLOP/s 
required innovation on multiple fronts

Hardware innovation
É Low power system on a chip
É Replicated parts simple for scalability
É Three interconnects
É Reliability, Availability and Serviceability

Software innovation
É Divide and conquer operating system 

model
É Simple low noise environment for scaling
É Built on Open Source components with 

minimal additional function
É Focus on applications performance and 

scalability

Business innovation
É Designed by IBM Research
É Built by Engineering and Technical 

Services division
É Develop market for extreme scalability
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Sequoia sustained petaFLOP/s simulation 
environment is another leap forward in complexity

ASC Sequoia is the 
next generation 
Production platform 
for NNSA Stockpile 
Stewardship
Will be 2D ultra-res 
and 3D high-res 
Quantification of 
Uncertainty engine
3D Science 
capability for know 
unknowns and 
unknown unknowns
Target production 
2011-2016
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Petascale systems require a significant 
investment in facilities

Computing complex consists of TSF 
(B453), B451, B439 and B115

É $91M TSF facility completed a year ahead of 
schedule, operations began December 2004 

É TSF
Â 47,500  ft2 computer rooms

Â 253,000 ft2 total

Â 20.4MW expandable to 45MW (run + cool)

É LC Complex (includes TSF) 
Â 75,000 ft2 

Â 29 MW expandable to 53 MW (run + cool)

É Can site three Challenge systems 
simultaneously
Â White (in service)

Â Purple 100TF final delivery: August, 2005

Â BG/L final 32 racks delivery: June 2005

É FY06 LC Program operating budget $78M FY05 FY06 (est)

Plant Engineering 486.00      500.00       

Machine Site Prep 3,000.00   500.00       

Move 834.00      -             

Power 5,610.00   11,500.00  

OFC 6,322.00   8,000.00    

16,252.00 20,500.00  

LC Program Facility Costs 
($K)

32 racks of BG/L under integration

Terascale Simulation Facility
ïSecurity Level Limited, Q

ïHazard Level: Standard Industrial
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TSF highly efficient machine room design 
allows for low overhead cooling (35%)

BlueGene/L
ASC Purple 

Tertiary Storage Silos

NAS Disk

Multiple workhorse 

systems
Multiple workhorse

systemsFuture petascale systems

This compute capability combined with 12.5 

(going to 30) MW and 47,500 ft2 available 

for computers is unique national asset

Petascale system power 

estimates range from 5-20 MW
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B451 provides significant additional capacity - currently 
fields 92.8 TF alone, more than at all but a handful of sites 
across the world

ASC Ice 

(2.4TF)

Thunder (23TF)

HPC Linux

ASC Purple

Early Delivery (12TF)

B453 provides supplementary

Infrastructure to B453 including 6+ MW 

and 20,000 ft2 of high quality space. 

There are three other buildings siting 

systems and support equipment as well

Zeus

(11.1TF)

Atlas

(44.3TF)

Tertiary 

Storage 

Silos
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Facilities Requirements

Two word summary ïmaximum flexibility
ÉClear span
ÉAir and water cooling options
ÉMultiple machine deployments with 1.5:1 size 

ratio
ÉAbility to field racks with 208V 3Phase or 480V 

3Phase
É>250lbs/ft2 floor loading

Power density increasing
É3.9MW/19Kft2 for 10TF/s 2002
É12.5MW/48Kft2 for 100TF/s 2005
É30MW/48Kft2 for sustained PF/s 2008-2011
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15

ÉHistorically: Boost single-
stream performance via 
more complex chips, first 
via one big feature, then via 
lots of smaller features.

ÉNow: Deliver more cores 
per chip.

ÉThe free lunch is over for 
todayôs sequential apps 
and many concurrent apps
(expect some regressions). 
We need killer apps with 
lots of latent parallelism.

ÉA generational advance 
>OO is necessary to get 
above the ñthreads+locksò 
programming model.

Each year we get fastermoreprocessors

Montecito

Intel CPU Trends
(sources: Intel, Wikipedia, K. Olukotun)

Pentium

386

Mooreôs

Law

From Herb Sutter 

<hsutter@microsoft.com>
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How many cores are you coding for?

128

256

32 32
161688421

128

6464
32

512

256
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OoO-Cores

InO-Cores

InO-Threads

From Herb Sutter 

<hsutter@microsoft.com>

Microprocessor parallelism will increase 
exponentially in the next decade

You

Are

Here!

How

Do We

Get to

Here?
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The Livermore Model also leveraged desktop to 
teraFLOP/s development by providing identical 
programming model across platforms

Local

Shared Serial (NFS) I/O

Local
Global Shared Scalable I/O

MPI Comms

OpenMP OpenMP OpenMP

Idea: Provide a consistent 

programming model for 

multiple platform generations 

and across multiple vendors!

Idea: Incrementally increase 

functionality over time!

Local


